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Abstract 

Studies using tests scores as the dependent variable often report point estimates in student 

standard deviation units. We note that a standard deviation is not a standard unit of 

measurement since the distribution of test scores can vary across contexts. As such, 

researchers should be cautious when interpreting differences in the numerical size of 

point estimates when comparing across contexts. We empirically assess the importance of 

this issue both within the United States and internationally.  
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1. Introduction  

Most empirical articles compare the magnitude of their estimates to related papers 

in the literature. Making these comparisons is valuable for establishing a consensus about 

the magnitude of the relationship of interest. In education, these comparisons are 

complicated by the fact that often times the dependent variable is a test score and 

different studies use different tests. For example, the large literature on the distribution of 

teacher value added includes studies based on a variety of contexts that use tests 

measured on very different scales.  

In order to facilitate comparisons across studies, it has become common to 

standardize scores to be mean 0 with a standard deviation of 1, and, as a result, to report 

effect sizes in terms of student standard deviations. The justification for reporting 

estimates in terms of standard deviation units is that it allows researchers to easily 

compare the findings of one study to another study, even in contexts where the test 

instrument or analysis samples differ. For example, in a review of the literature on 

teacher value added, Hanushek and Rivkin (2010) describe the estimated variance of 

teacher quality in ten studies from different cities and states, all of which measure this 

variance in terms of student standard deviations. In this article, we discuss whether this 

type of standardization actually facilitates comparisons across studies or whether the 

comparability of estimates is illusory.
1
 

Comparing point estimates across studies relies on the assumption that the units 

used in each study are the same. Since most studies report estimates in standard deviation 

                                                        
1
 Though the issues we discuss are most directly relevant to situations where researchers compare estimates 

from one context to another, these issues are also potentially important for contexts such as the Measuring 

Effective Teaching project, in which the test scores from six different districts were separately standardized 

by city and then combined and analyzed as a single outcome (Kane et al. 2013). 
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units, the comparability of estimates depends critically on whether the standard deviation 

of achievement is similar across contexts. For example, suppose a policy increases test 

scores by 0.1 standard deviations in City A and by 0.05 standard deviations in City B. 

Before concluding that the policy is twice as effective in City A, it is important to 

confirm that a 1 standard deviation change in City A means the same thing as 1 standard 

deviation change in City B. If City B has twice the level of educational inequality, then 

the policy would actually be equally effective in both cities. Despite the possibility that 

the underlying standard deviation of test scores could be very different in different 

contexts, it is standard in the literature to simply compare the numerical magnitude of the 

effect across studies. For example, Hanushek and Rivkin (2010) conclude that the 

estimates of the variance of teacher quality are similar across a variety of contexts, but 

there is no mention of the fact that the standard deviation units in each study may be quite 

different.
2
  

Since estimates are reported in units that depend on the level of educational 

inequality, the magnitude of the point estimate can mechanically change as the 

population changes. This fact is concerning because it implies that the sample used to 

implement the standardization can impact the magnitude of the estimates. For example, a 

researcher evaluating a policy in Charlotte-Mecklenburg who gets data directly from the 

district may end up with different estimates than a researcher evaluating the same policy 

in the same city using data for the whole state of North Carolina. The latter researcher 

                                                        
2
 Comparing standard deviation estimates across both international and domestic contexts is done 

frequently. For other examples, see Kane et al. (2008), Glewwe et al. (2009), Abdulkadiroğlu et al. (2014), 

McEwan (2014), Helmers and Patnam (2014), and Piopiunik (2014). This list intentionally highlights 

recent high quality articles to illustrate that the practice of comparing estimates across contexts is nearly 

universal. In our literature review of dozens of other studies, we found that researchers either focused 

entirely on the sign of the estimates in past work or simply compared the magnitudes directly without 

accounting for differences in units.  
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will likely present estimates in terms of North Carolina standard deviations while the 

former will present estimates in terms of Charlotte-Mecklenburg standard deviations. 

Similarly, if educational inequality were to increase dramatically in North Carolina, the 

coefficient estimates on all inputs would appear to fall over time because the size of the 

units would be increasing.  

Our paper makes two primary contributions. First, we highlight the fact that 

standard deviation units may not be comparable across geographic contexts. Second, we 

use the 2009 National Assessment of Education Progress (NAEP) along with the 2009 

Programme for International Student Assessment (PISA) to assess the empirical 

importance of this theoretical concern by examining how test score standard deviations 

vary across different settings. If standard deviations are similar across different settings, 

then it is reasonable to compare effect sizes across studies. On the other hand, if the 

standard deviations of test scores differ greatly across settings, it would be important to 

adjust for differences in the unit of measurement when comparing estimates across 

contexts.  We find that there is substantial variation in the magnitude of standard 

deviations across countries and moderate variation in the magnitude of the standard 

deviations across US states.  While our paper provides a method for adjusting standard 

deviation units across contexts, this method relies on strong assumptions and should be 

applied cautiously. 

2. Previous literature 

 Though we are not aware of any papers that directly examine the extent to which 

test score standard deviations units are comparable across geographic contexts, several 

studies have discussed the fact that standard deviation units may not be comparable 
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across grade levels.  Lang (2010) suggests exercising caution in interpreting standardized 

units across grades, since econometricians should expect the variance in test scores to rise 

with grade. Under the assumption that inputs accumulate over time in a non-

compensatory fashion, the underlying variance of skills theoretically rises with age, 

which could potentially explain why the impact of early interventions appears to fade out 

with age. A recent working paper by Cascio and Staiger (2012) examines this issue by 

linking test scores across grades and to adult outcomes and finds that while the variance 

in scores does grow with grade, it is not enough to fully explain the fadeout patterns.  

In addition to potentially affecting measures of fadeout, the incomparability of 

standard deviations across grades makes it difficult to know whether achievement gaps 

grow or diminish as students age. Reardon, Robinson, and Weathers (Forthcoming) note 

that “different test metrics lead to dramatically different conclusions regarding how 

achievement gaps change with age.”  Bond and Lang (2013) confirm that naïve 

comparisons across grades can be quite misleading and demonstrate that conclusions 

regarding whether the black-white test score gap grows as students age are quite sensitive 

to scaling choice.   

Our study also relates to the general literature discussing standardized effects in 

psychology. Tukey (1969)  argues that reporting correlation coefficients should be 

abandoned in favor of simple regression coefficients.  Though he does not consider the 

context of standardized variables, his logic is related as he argues that the correlation 

coefficient is measured in much less meaningful units than simple regression coefficients. 

In psychology, much more than in economics, it is common practice to report results in 

terms of Cohen’s d (a standardized effect) even in contexts where the outcome could be 
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measured in more natural units.  Baguley (2009) argues against this practice stating that 

simple effect sizes are preferable to standardized effect sizes, even in cases where the 

researcher has no intent of comparing across contexts.  

Though somewhat different in focus, our study also relates to the psychometric 

literature on scaling. Item Response Theory determines question difficulty endogenously 

based on population performance and generates scores measured on interval scales under 

certain assumptions (See Briggs and Weeks (2009)  for a discussion). When a subset of 

tested questions overlap across populations, these interval scales can be vertically 

integrated to also allow for comparisons across grades. This approach is likely limited to 

creating vertically aligned scales across grades as opposed to presenting a viable 

approach to comparing across geographic contexts.  In any case, Ballou (2009) notes that 

in practice, there are many reasons to doubt that the IRT scale scores can be interpreted 

as being measured on interval scales at all. 3  In our study, we set aside this issue to 

highlight the fact that even if various tests are measured on interval scales, there is no 

reason that the interval scale need be the same across different contexts.  In other words, 

a 1 standard deviation unit change could correspond to the same knowledge change 

throughout the distribution of a particular test, but it would still not be comparable to a 

standard deviation unit standardized based on a different population. 

                                                        
3
 Interval scales are scales in which a 1 unit change has the same meaning throughout.  Percentile ranks is 

an example of a scale that is not measured on an interval scale since movement from the 50
th

 to the 51
st
 

percentile does not necessarily correspond to the same knowledge change as moving from the 98
th

 to the 

99
th

 percentile.  IRT scale scores purportedly have this feature, but Ballou (2009) notes that in addition to 

relying on very strong assumptions, the resulting scale scores often have unattractive properties for a true 

interval scale.  For example, several of the test scales he considers show that scaled test score gains 

decrease dramatically with grade.  Interpreted literally, the magnitude implies that students learn an order 

of magnitude more in elementary grades compared to high school.  While it is possible that elementary 

skills are particularly valuable, Ballou argues that any scale that implies that a year of calculus teaches 1% 

of the math learned in 2
nd

 grade lacks face validity.    
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 In light of the difficulties with comparing scale scores across contexts, some 

researchers measure test score growth based entirely on student percentiles (Barlevy and 

Neal 2012).  While using percentiles avoids the need for vertically aligned scaling, it is 

important to note that percentiles are necessarily an ordinal measure and any attempt to 

compare percentile effects across populations or across different parts of the same 

distribution is subject to the same concerns we discuss regarding standard deviation units. 

Perhaps because ordinal results are not of much use for performing cost-benefit analysis, 

the majority of studies in the economics of education still convert outcomes into standard 

deviation units and treat these as if measured on an interval scale.  

In the epidemiological literature, Greenland et al. (1991) note that comparing 

standardized effects across studies to learn about the association between risk factors and 

diseases is flawed since studied samples differ in disease distributions. They conclude 

that epidemiologists should resist comparing standardized effects across studies and be 

particularly mindful when comparing across ages.  The issues in education are much the 

same as epidemiology, though the solution is less straightforward. Test scores have no 

natural units and so comparing estimates across contexts necessarily requires some 

standardization. We propose that researchers standardize estimates to be in standard 

deviation units and then adjust for the fact that the size of this standard deviation differs 

across contexts. Ultimately, we conclude that this adjustment is likely to be imperfect and 

in some cases impossible. Nevertheless, simply being cognizant of the fact that 

standardized effects may mean different things in different contexts will facilitate making 

more nuanced comparisons between estimates from different contexts. 
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3. Adjusting for unit differences 

 Suppose one is studying whether the impact of policy X on test scores differs in 

cities A and B. For simplicity, assume that the true impact of X on test scores is the same 

in the two cities. Suppose that there exists a metric, Y, that is directly comparable across 

cities and measures the same domain of knowledge but researchers cannot observe this 

metric. In terms of the true metric of ability, City A and City B have standard deviations 

�� and �� so the true dispersion of skill differs in the two cities. While Y is unobserved, 

assume that researchers do observe test scores standardized to have standard deviation 1 

in each city; that is, the researcher observes 
�

��
 and 

�

��
	 and can estimate the regressions  

	

��
= ��� + �� 

 
	

��
= ��� + �� 

 

Although the true impact is actually the same in the two cities, since the units of the 

dependent variable differ, the estimates �� and ��will differ. Specifically, ��=  ��
��

��
. If 

researchers have an estimate of the ratio of ��	to �� it is possible to adjust for unit 

differences in the two cities. 

Suppose test A is given to City A, test B is given to City B and test C is given to 

both cities. Suppose further that only tests A and B can be used to evaluate policy X. 

With access to only tests A and B, it is difficult to determine the size of ��	relative to 

��	because the scales on each exam may be different. If, however, the researcher also has 
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access to test C, it is possible to calculate the ratio of ��	to �� using test C, and then 

adjust for unit differences when comparing �� to ��.
4
  

While access to a single test administered in both contexts allows researchers to 

estimate the ratio of ��	to ��, this estimate will only be applicable under the assumption 

that test C measures the same domain of knowledge as tests A and B. To see why this 

assumption is necessary, consider an extreme example where test A and B are moderately 

difficult and test C is so easy that all students in both cities earn a perfect score. Since all 

students earn a perfect score on test C, the standard deviation as measured by test C is 

zero in both cities. Naturally, the ratio of the city standard deviations for test C (i.e. 

��
�

��
� =

�

�
) is not informative regarding the ratio of the city’s standard deviations of ability as 

measured by test A vs. test B.  

In addition to requiring that the common test measures the same domain of 

knowledge as the tests given in each context, it is necessary for the common test to assess 

the same populations as the tests given in each city. For example, if test A assesses 3
rd

 

graders in 2005 and test B assesses 4
th

 graders in 2007 it is important that test C assesses 

                                                        
4
 The key issue in comparing test A to test B directly is that it is difficult to distinguish true differences in 

the standard deviation of achievement from differences in the exams. One potential approach to address 

this issue is to reweight the data based on observable characteristics to make students in one dataset look 

similar to students in the other dataset. Under the strong assumption that observables are the only 

determinant of differences in standard deviations across contexts, the difference in the reweighted standard 

deviations is attributable to differences in the tests. The difference in the standard deviations that is not 

attributable to differences in the tests is attributable to differences in the population standard deviations. 

Though this approach theoretically could allow researchers to adjust estimates across contexts without 

access to a single exam given in both contexts, in practice, the assumption that differences in the standard 

deviation are fully explainable by observables is usually unrealistic.  
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these same two populations since the ratio of the standard deviations across contexts may 

vary over time and student age.
5
  

The requirements necessary to perfectly adjust for differences in units across 

contexts will rarely be met in practice, since researchers often do not have access to a 

single test administered in both contexts that tests the same domain of knowledge and 

matches the populations studied. The requirement that the exams test the same domain of 

knowledge may be particularly difficult to meet in practice since different geographic 

areas tend to have different curricula and exams given in just one location may be more 

specifically catered to the curriculum than exams given across many geographic areas. 

That said, a rough estimate of the difference in educational inequality across two contexts 

at least provides a basis for knowing whether estimates are likely to be reasonably 

comparable. For example, if a researcher is interested in comparing a study using 

Michigan administrative data to a study using Texas administrative data, it is informative 

to examine the standard deviation of performance for each state using the NAEP. The 

NAEP tests a somewhat different domain of knowledge than either of the state’s 

achievement tests and the age of students taking the NAEP may differ from the age of 

interest in either state. Nevertheless, an estimate of the ratio of the standard deviations as 

measured by the NAEP is likely better than no estimate at all. Given that the status quo is 

comparing point estimates across contexts without accounting at all for unit differences, a 

general idea of the degree to which standard deviations vary across contexts is very 

useful.   

                                                        
5
 As noted by Hanushek and Woessmann (2007), the ratio of standard deviations is likely to change across 

student age if one context is tracked and the other context is not. They show that standard deviations rise 

more with age in countries that track compared to countries that do not track. 
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Since both the NAEP and PISA measure outcomes in a scale common across 

many contexts, we use these two datasets to examine the extent to which standard 

deviations vary across contexts. Importantly, our estimates apply most directly to the 

cohorts and grades tested by the NAEP and PISA. 

 

4. Standard deviations across geographic contexts 

Figure 1 shows the standard deviations for 4
th

 and 8
th

 grade math and reading tests 

for every state, along with their confidence intervals.
6,7

 The states are ordered 

consistently across the 4 subfigures where that order is based on 8
th

 grade reading 

standard deviation.  Figure 1A shows that there is a moderate amount of variation across 

states in terms of the 8
th

 grade reading standard deviation.  Most states are within 20 

percent of most other states, though it remains the case that some states have 

meaningfully larger standard deviations than some other states.  For example, the 95
th

 

percentile state has a standard deviation approximately 30% higher than the 5
th

 percentile 

state. The other 3 panels of Figure 1 show the same set of states in the same order, but 

instead of plotting the standard deviation of 8
th

 grade reading scores, they plot the 

standard deviation of 8
th

 grade math scores, 4
th

 grade reading scores, and 4
th

 grade math 

scores.  While the pattern is far from perfect, the fact that all 4 panels show generally 

decreasing standard deviations suggesting that the dispersion of test scores tends to be 

correlated across grades and subjects.  

                                                        
6
 While the distribution of standard deviations across states partly reflects sampling variation, in practice 

this is a minor concern because the samples are sufficiently large for each state so that the confidence 

interval around each standard deviation estimate is quite narrow as shown in Figure 1.  Furthermore, using 

Levene’s test we reject the null of equal variances across contexts (pvalue<0.001).  
7
 Though the across-state heterogeneity in standard deviations is similar for 4

th
 and 8

th
 grade, it is possible 

that the standard deviation is different across grades as discussed in the literature review.  
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For researchers interested in particular states, the full list of states is shown 

alphabetically in appendix Table A1.  As an example, researchers who measure outcomes 

in Michigan standard deviation units should be aware that the Michigan standard 

deviation for 8
th

 grade math scores is at least 20 percent larger than that of most other 

states and 45 percent larger than states like North Dakota. As such, if the true effect of a 

policy is constant across contexts, researchers should expect to find smaller numerical 

estimates in Michigan since the units are larger.  

Studies with many years of data typically standardize test scores separately by 

grade and year so that each grade-year has standard deviation 1. Just as when comparing 

across geographies, investigating changes over time is complicated by the fact that the 

size of the standard deviation units may be changing over time. For example, if 

researchers are interested in how the black-white gap has evolved over time, it is 

important to know whether standard deviation units are comparable across time.
8
 This 

question is difficult to answer because unlike for across-state comparisons, there is no test 

that was administered simultaneously to students in 1990 and 2009 (the years in which 

our NAEP data come from). That said, the NAEP assessment that we use only makes 

modest changes every 10 years and seeks to maintain broad comparability across time.
9
 

To the extent that this across time standardization is successful, we can directly examine 

changes in the standard deviation over time. Furthermore, even if the exams 

unintentionally changed over time in a fashion that impacts the standard deviation, we are 

                                                        
8
 Murnane et al. (2006) discuss the difficulty of assessing early-age education trends in the black-white 

achievement gap in terms of standard deviation units due to changes in the standard deviation of scores 

across grades and potentially across time. 
9 We use the main state NAEP assessment which changes approximately once every 10 years to reflect 

changes in the curriculum overtime.  This is in contrast to the Long-Term Trend Assessment component 

NAEP that has remained relatively unchanged since 1990.  
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able to provide some evidence on whether standard deviations change over time by 

comparing the relative changes of different states on the NAEP. While aggregate changes 

on the NAEP could be the result of unintentional changes in the test instrument, if 

Michigan’s standard deviation rises more over time than Iowa’s standard deviation, this 

provides some evidence that the changing standard deviations are not entirely attributable 

to changes in the test instrument.
10

  While it is not possible to distinguish between a 

falling Iowa standard deviation and a rising Michigan standard deviation, this exercise 

does provide a sense of whether standard deviations change over time. 

Figure 2 shows the standard deviation for each state in 1990 and 2009 along with 

the change between 1990 and 2009. In order to study the longest time period possible, we 

focus on the 8
th

 grade math exam, which has state-level results dating back to 1990. 

Appendix Table A2 shows that on average, the standard deviation increased by slightly 

over 10 percent over this time period. This increase could reflect a variety of factors such 

as increasing diversity, increasing inequality or unintentional changes in the test over 

time. Differences in the size of the change across states, however, likely reflect real 

changes in educational inequality. For example, the sizeable increase in Michigan’s 

standard deviation is unlikely to be driven by changes in the test over time since all states 

were taking the same exams in the two time periods.  

The estimates shown in Figure 2 and appendix Table A2 suggest that over a 20-

year period there can be sizeable changes in the size of standard deviation units within a 

state. Researchers interested in how test score gaps have changed over long periods of 

                                                        
10

 It remains possible that differential changes in the standard deviation could be attributable to changes in 

the test instrument if changes to the tested content over time disproportionately impact the measured 

standard deviation of a particular state.  
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time need to be particularly aware of this concern since a 10 percent increase in the 

national standard deviation would make the standardized gap shrink by about 9 percent, 

even if there was no change in the actual gap. 

In Figure 3, we present standard deviation estimates and confidence intervals for 

each of the 73 countries tested in the 2009 wave of the PISA.
11

 The exam is administered 

to 15-year-olds and tests math, science and reading, though we focus on the math and 

reading sections.  As with the NAEP, the countries are sorted according to the 8
th

 grade 

reading scores in both subfigures.  The generally decreasing pattern shown for math 

scores suggests that the size of the standard deviations is positively correlated across 

subjects. The 95
th

 percentile of the 8
th

 grade reading score standard deviation is slightly 

more than 50 percent larger than the 5
th

 percentile.   Appendix Table A3 lists the full set 

of countries alphabetically. While the size of the standard deviation is roughly 

comparable across many countries, poorer countries appear to have substantially lower 

standard deviations compared to richer countries. For example, the Australian math 

standard deviation is similar to that of Austria, but approximately 45 percent larger than 

that of Azerbaijan.   

Importantly, the PISA only tests a subset of countries and generally lacks data on 

the world’s poorest countries.  If the general pattern of falling standard deviations with 

lower levels of economic development holds for very low levels of development, it is 

possible that the overall range of standard deviations is larger than what we show based 

on the PISA data.  Such variation suggests that comparing estimates across different 

                                                        
11

 As with the NAEP data, our confidence intervals around each standard deviation are quite narrow and 

Levene’s test easily rejects the null of equality of variance across all contexts (pvalue<0.001) 
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international studies requires more care.
12

 Although comparing different settings will 

require different adjustments, one generalization based on our results is that the United 

States has a somewhat larger overall standard deviation than most other countries in the 

PISA, implying that, all else equal, the nominal estimates in the United States will be 

smaller than in other countries because the units are larger. 

Though knowing the standard deviation of any of the states and countries could 

be useful, certain states and countries tend to be studied much more than others and so it 

is particularly important to consider the comparability of these contexts.  Also, in Figure 

1 we focused on the standard deviation for each state, but it is very common for 

educational researchers to obtain data from a single city or school district and so it is 

important to know whether the standard deviations of cities are similar to those of states. 

In Panel A of Table 1, we highlight the standard deviation estimates for commonly 

studied cities and states.
13

  There are relatively small differences in the standard deviation 

across these commonly studied contexts. For example, the 8
th

 grade reading standard 

deviation in Tennessee is 30.4 while in California it is 35.4. This suggests that if the true 

effect of a policy is identical in the two states, the numerical point estimate will be 

approximately 15% larger in Tennessee since the units are smaller. While not negligible, 

this adjustment is unlikely to substantially alter the qualitative conclusions regarding how 

a program in Tennessee compares to a program in California.  

                                                        
12

 Though broadly, the major differences in standard deviations are between richer and poorer countries, 

having a similar level of economic development is by no means a guarantee that the standard deviations 

will be similar.  For example, Bulgaria and Mexico have very similar GDP per capita, but very different 

standard deviations of test scores. 
13

 Appendix Table A4 shows the complete estimates for the subset of cities sampled in the NAEP. 
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Panel B of Table 1 highlights commonly studied countries and shows the standard 

deviation along with 95% confidence interval. The standard deviation is generally similar 

across the developed countries, but considerably smaller among the less affluent 

countries. Interestingly, despite having very different levels of inequality, the United 

States standard deviation is only modestly higher than Finland and Norway. Of the 

countries listed, Israel stands out as having a particularly large standard deviation and 

India stands out as having a particularly small standard deviation. 

 

5. Examples from the literature 

Using two separate datasets from North Carolina and Florida, Sass et al. (2012) 

study differences in teacher value added in low- and high-poverty schools. Within each 

dataset (state), the authors standardize test scores to be mean 0 and standard deviation 1 

separately by grade and year. Although much of the analysis occurs separately by state, 

the authors do compare across states. For example, they write, "For both reading and 

math the difference in quality between the lowest-performing teachers in high-poverty 

schools and those in lower-poverty schools in Florida is about 0.06 standard deviations 

while in North Carolina the difference is somewhat smaller, 0.03-0.04 standard 

deviations." Our estimates from the NAEP show that the standard deviation in North 

Carolina is fairly similar to the standard deviation in Florida suggesting that it is basically 

reasonable to directly compare the results across the two states.
14

  

In an influential study, Woesseman (2011) uses the PISA to study the relationship 

between paying teachers for performance and student achievement. In comparing his 

                                                        
14

 The North Carolina standard deviation is approximately 10 percent larger, suggesting that the difference 

between North Carolina and Florida may be slightly smaller than the authors conclude.  



17 

 

estimates to past work, Woesseman notes, “Compared to the existing experimental 

studies, this [the PISA estimate] is very similar to the effect size found by Muralidharan 

and Sundararaman (2011) in India and about twice as large as the one found by Lavy 

(2009) in Israel.” Based on our estimates, a 1 standard deviation change in Israel is nearly 

60 percent larger than a 1 standard deviation change in India, suggesting that if the Indian 

point estimate is twice as large as the Israeli point estimate, the true difference in the 

effect sizes is only about 25 percent.
15

  

Vandenberghe and Robin (2004) use PISA data but separately standardize test 

scores by country before doing any analysis.  While standardizing test scores is useful in 

order to be able to compare across studies, separately standardizing by country 

potentially makes the test score units incomparable across countries.  Because they have 

access to a single unified test for all countries, it is not necessary to implement any sort of 

unit adjustment – simply standardizing based on the pooled standard deviation would 

keep the units comparable across countries and still allow for comparisons to the 

literature (keeping in mind the caveats noted by the present study). 

6. Correlates of Test Score Variance  

 So far we have provided researchers with an assessment of the variability in 

standard deviation units across geographic contexts.  Although our estimates are of direct 

use to researchers interested in comparing across the geographic contexts we consider, 

they provide little guidance for researchers interested in comparing across other contexts.  

                                                        
15

 While likely more accurate than making no adjustment at all, adjusting the Israeli and Indian estimates 

based on our PISA standard deviations is flawed since the years, grades and exact geographies tested in the 

PISA are different than those studied in the Israeli and Indian study. In particular, Muralidharan and 

Sundararaman (2009) study a non-representative population whose underlying standard deviation likely 

differs from the PISA sample standard deviation, since the two are based on different regions within India. 

Our broad point here is not that our proposed adjustment is necessarily perfect, but rather that it is useful to 

at least consider whether the units are comparable across contexts. 
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As such, in this section we investigate the degree to which observable characteristics of a 

population predict the standard deviation of test scores.  If observable characteristics of a 

population strongly predict the size of the standard deviation, this allows researchers to 

gauge the comparability of units across contexts, even in cases where no exam is 

administered to both contexts.   

 In order to study the correlates of student standard deviations, we merge on a 

variety of state and country-level data from the American Community Survey, Census, 

CIA and World Bank. In addition, we construct a measure of the distribution of 

wealth/poverty among the students taking the exam using the survey components of the 

PISA and NAEP.  For the PISA, this measure is the within-country standard deviation of 

the wealth index.
16

 For the NAEP, this measure is the within-state standard deviation of 

the fraction of students eligible for free or reduced lunch.  

We focus on a limited number of covariates that are well defined at both the 

country and state level to allow us to estimate the same regressions for the PISA and 

NAEP data.
17

  In some cases, we use somewhat different variables for the country and 

state-level analysis (e.g. we use median household income for the state-level analysis and 

GDP per capita for the country-level analysis). The key covariates we include in the 

regression are GDP per capita, the Gini coefficient of the population, the standard 

deviation of wealth/poverty among the tested students, the percent foreign born, the 

percent of the population that is rural, the level of educational expenditure and the 

                                                        
16

 The wealth index is calculated by PISA and is based on a questionnaire regarding whether each 

household owns certain items (e.g. dishwasher). 
17

 For the regression analysis, the PISA sample contains 67 countries instead of 73. The smaller sample size 

is due to missing PISA or macroeconomic variables from 6 countries.  
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average class size.  We emphasize that our regression analysis is purely descriptive and 

we do not seek to assess the causal influence of any of the factors we study.  

Theoretically, we expect that higher levels of population inequality (either 

measured by the Gini index or by the standard deviation of wealth/poverty) will tend to 

increase the size of the standard deviation.  Similarly, we expect that locations with more 

foreign-born individuals will tend to have a larger standard deviation.  The impact of 

educational investment could be positive or negative depending on whether that 

investment is regressive or progressive.  For example, if countries tend to allocate small 

class size investments to special education or other low-achieving students, smaller class 

sizes will reduce inequality.  On the other hand, if educational investments tend to 

disproportionately benefit high achieving students, higher levels of investment will 

increase inequality. While we do not have as clear an ex-ante reason to expect average 

wealth or the fraction rural to predict the size of the standard deviation, we include both 

these variables because observation of the raw data shown in Appendix Tables A1 and 

A3 suggest that rural areas and poorer countries appear to have smaller standard 

deviations.  

Table 2 shows the results predicting the size of the math and reading standard 

deviation for both data sets. Depending on the column, the dependent variable is the log 

of the country/state-level standard deviation for math, reading or the average standard 

deviation across both tests.  Because the dependent variable is logged, one can interpret 

the coefficient in terms of percent changes in the standard deviation.  That said, it is 

important to exercise caution in making direct comparisons across the NAEP and PISA 

regressions for several reasons.  First and foremost, the covariates that we include in the 
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NAEP regression are not exactly the same as the covariates included in the PISA 

regression, and even in cases where these covariates are ostensibly the same measure, 

there is likely differences in the importance of measurement error across the surveys in 

terms of the relevance of our proxies. Second, as noted throughout this paper, a 1 percent 

change in the standard deviation need not correspond to the same change in the actual 

spread of knowledge.  The first 3 columns show that in the NAEP, states have a larger 

test score standard deviation when they have higher levels of inequality measured either 

by the Gini coefficient or the standard deviation of free or reduced lunch eligibility. The 

size of the standard deviation also rises with percent foreign born and with average class 

sizes.  Some of these results are not statistically significant for both the math and reading 

exams, but the direction of the coefficients is generally the same across exams. 

For the PISA analysis, column 6 shows that the average test score standard 

deviation is positively predicted by wealth inequality, percent foreign born and 

educational investment.  Note that the educational expenditure and class size coefficients 

both suggest that increases in educational investment (either through higher spending or 

lower classes) increase the size of the standard deviation. The standard deviation of test 

scores is negatively related to the fraction of the country that lives in a rural area. As with 

the NAEP analysis, some of the results are not statistically significant for both the math 

and reading exam, but the direction of the coefficients is generally the same across 

exams.      

For both the PISA and NAEP analyses, we find that the limited covariates we 

include explain approximately 50% of the total variation in test score standard deviations.  

Thus, although regions with similar observable characteristics are likely to have more 
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similar standard deviations, there is a substantial portion of variation in standard 

deviations that we are unable to explain. Furthermore, the signs of some coefficients 

differ in the PISA vs NAEP analysis suggesting that the relationships may be 

heterogeneous.  Most notably, we find a positive class size coefficient for the NAEP and 

a negative coefficient for the PISA. The impact of class size reductions on inequality 

depends on whether those investments tend to benefit higher or lower achieving students 

so our results suggest that the regressive/progressive nature of investments may differ 

across contexts.  Although there are some differences across the country- and state-level 

analyses, we do find that the standard deviation of poverty/wealth and the percent foreign 

born positively predict the standard deviation of test scores in both samples. 

 One important caveat to the preceding analysis is that the correlation between a 

population’s characteristics and the test score variance is necessarily test specific.  A 

highly unequal society will still have a low standard deviation of test scores if the test 

they take is either too easy or too difficult. The PISA and NAEP are both designed to 

assess the skill level of the tested population, but tests often have other purposes as well.  

For example, a high school exit exam may be designed to identify truly low-skilled 

students and not distinguish between average and very high performing students.  Beyond 

suggesting that areas with similar characteristics are more likely to have similar standard 

deviations, it is difficult to directly apply our regression results because some of the 

coefficients differ for the state and country-level analysis.   

 

7. Conclusion 
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For most research questions in education, the relevant outcome is the absolute 

amount of learning gains, not the amount of learning relative to the total distribution of 

achievement.
18

 Although it is conceptually problematic to compare estimates across 

studies that measure effects in different units, in practice we find that standard deviation 

units are similar enough across most geographic settings within the United States so that 

empirically the issue is not of first-order importance. Comparing across countries, 

however, requires more care, particularly if the countries have different levels of 

economic development.  Studies of changes across time in either the efficacy of inputs or 

the size of test score gaps also need to be careful since we find that in the United States 

over a 20-year period, some states saw their standard deviations rise substantially more 

than other states.  

Our results provide researchers with a simple way to crudely compare standard 

deviation estimates across many geographic contexts, but the adjustment is imperfect for 

several reasons. First, in many cases it is necessary to adjust for a variety of contextual 

differences across studies, not just geography. Second, the differences in standard 

deviations that we document apply to the knowledge domains tested by the NAEP or 

PISA and do not necessarily generalize to other exams. Though our estimates provide a 

useful baseline, we view these estimates as mostly useful as a reference to researchers 

aiming to get a sense of whether a particular comparison is likely to be broadly 

reasonable. Perhaps more important than applying any adjustment is for researchers to 

                                                        
18

 In cases where the policy goal truly is relative rather than absolute, using standard deviation units is 

appropriate. Similarly, comparing standard deviation units across contexts is appropriate if the outcome of 

interest is one’s relative position in the local distribution.     
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simply be cognizant of the fact that a 1 standard deviation change can mean different 

things in different contexts. 

Although the standard deviation of test scores appears to be fairly similar across 

most US states, it remains important for researchers to be aware of the theoretical 

possibility that standard deviation units might differ across contexts within the US. For 

example, as part of a broader paper, Blazar (2015)  uses data from an anonymous school 

district and documents returns to teacher experience that are substantially larger than that 

of past work. Though Blazar discusses various plausible explanations for why his 

estimates are so large, one possibility not mentioned is that the standard deviation of 

performance in the anonymous school district could be relatively small. If the school 

district’s educational inequality is low, the estimated impact of each input will appear 

large when measured in standard deviation units. Without knowledge of which school 

district is studied, it is difficult to determine whether this is in fact a plausible 

explanation.  

The concerns discussed in this article apply most directly to researchers 

comparing estimates across contexts. With the exception of meta-analyses, comparing 

estimates across contexts is usually not the core component of a study and so the issues 

we raise are unlikely to overturn the basic conclusions of most articles. That said, while 

comparing estimates is typically a relatively minor part of any given paper, such 

comparisons are important for establishing general lessons from the literature regarding 

the magnitude of effects.  
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Table 1. Test Score Standard Deviations in Commonly Studied Locations 

  Reading  Math 

  SD 95 % C.I.  SD 95 % C.I. 

Panel A. NAEP      

 Boston 30.5 (29.3, 31.9)  37.0 (35.5, 38.6) 

 California 35.4 (34.8, 35.9)  36.5 (35.9, 37.1) 

 Charlotte-

Mecklenburg 32.34 (31.17, 33.6) 

 

34.24 (32.99, 35.58) 

 Chicago 30.9 (30.0, 31.7)  32.7 (31.7, 33.8) 

 D.C. 33.9 (32.8, 35.1)  35.8 (34.6, 37.0) 

 Florida 31.2 (30.5, 31.8)  33.1 (32.4, 33.8) 

 Los Angeles 34.74 (33.7, 35.85)  33.89 (32.87, 34.97) 

 Miami-Dade 31.9 (30.92, 32.94)  32.64 (31.66, 33.69) 

 North Carolina 34.2 (33.5, 35.0)  36.2 (35.5, 37.0) 

 New Jersey 29.1 (28.4, 29.9)  36.5 (35.6, 37.5) 

 New York City 33.34 (32.35, 34.39)  38.02 (36.9, 39.21) 

 San Diego 34.94 (33.52, 36.49)  35 (33.55, 36.58) 

 Texas 31.8 (31.3, 32.4)  33.3 (32.7, 33.9) 

 Tennessee 30.4 (29.7, 31.3)  33.4 (32.5, 34.2) 

 Washington 33.0 (32.2, 33.9)  34.3 (33.5, 35.3) 

       

Panel B. PISA      

 Canada 93.6 (92.7, 94.4)  87.5 (86.7, 88.3) 

 Chile 82.5 (81, 84.1)  80.5 (79.1, 82) 

 Finland 86.8 (85.2, 88.4)  81.8 (80.3, 83.3) 

 India 76.0 (74.5, 77.5)  66.8 (65.5, 68.2) 

 Israel 110.6 (108.6, 112.7)  104.5 (102.7, 106.5) 

 Mexico 78.8 (78.3, 79.4)  75.1 (74.6, 75.7) 

 Norway 91.3 (89.5, 93.2)  85.4 (83.7, 87.1) 

 Sweden 98.4 (96.4, 100.5)  93.8 (91.9, 95.7) 

 United Kingdom 95.0 (93.8, 96.2)  87.6 (86.5, 88.7) 

 United States 95.6 (93.8, 97.5)  89.4 (87.7, 91.1) 
Notes. In Panel A, the estimates are based on 8th grade reading and math scores from the 2009 NAEP. In 

Panel B, the estimates are based on test scores from 15 and 16 year olds in the PISA. 
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Table 2. Correlates of Test Score Standard Deviations 

 NAEP S.D.  PISA S.D. 

 (1) (2) (3)  (4) (5) (6) 

State-Level Controls Reading: 8th 

Grade S.D. 

Math: 8th 

Grade S.D. 

Average 8th 

Grade S.D. 

Country-Level Controls Reading 

Score S.D. 

Math Score 

S.D. 

Average 

Score S.D. 

Median Family Income -0.002 

(0.001) 

0.001 

(0.001) 

-0.0002 

(0.001) 

GDP per capita -0.0002 

(0.001) 

-0.0001 

(0.001) 

-0.0001 

(0.001) 

Gini Index 0.026** 

(0.009) 

0.015* 

(0.008) 

0.020** 

(0.007) 

Gini Index 0.006 

(0.013) 

-0.013 

(0.012) 

-0.004 

(0.012) 

S.D. of Free Reduced 

Lunch Status 

0.010 

(0.009) 

0.020** 

(0.007) 

0.015* 

(0.008) 

S.D. of wealth 0.047** 

(0.015) 

0.013 

(0.010) 

0.030** 

(0.010) 

Percent Foreign Born 0.396** 

(0.170) 

0.168 

(0.170) 

0.278* 

(0.160) 

Percent Foreign Born 0.336 

(0.260) 

0.377** 

(0.145) 

0.360** 

(0.157) 

Percent Rural 0.024 

(0.093) 

-0.049 

(0.101) 

-0.013 

(0.091) 

Percent Rural -0.171 

(0.122) 

-0.382** 

(0.094) 

-0.276** 

(0.099) 

Expenditures per pupil 0.010 

(0.012) 

0.012 

(0.011) 

0.011 

(0.011) 

Expenditures per pupil 0.028** 

(0.011) 

0.018 

(0.011) 

0.023** 

(0.010) 

Class Size 0.033** 

(0.011) 

0.018 

(0.011) 

0.025** 

(0.011) 

Student-Teacher Ratio -0.042** 

(0.014) 

-0.033** 

(0.012) 

-0.037** 

(0.012) 

Observations 51 51 51 Observations 67 67 67 

R-Squared 0.53 0.48 0.53 R-Squared 0.39 0.47 0.44 

Notes: Columns 1-3 show the results from a multivariable regression predicting the size of the state-level standard deviation. 

Columns 4-6 show the results from a multivariable regression predicting the size of the country-level standard deviation. The 

dependent variable is the log of the reading SD in columns 1 and 4, and the log of math SD in columns 2 and 5 and the log of the 

average SD across the two tests in columns 3 and 6. The Gini Index, S.D. of wealth, educational expenditures, and student-teacher 

ratio controls are standardized. Median Family Income, GDP per capita and expenditures per pupil are all measured in thousands of 

dollars. Heteroskedastic robust standard errors are reported in parentheses. 
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Figure 1 – Standard Deviations on 2009 NAEP Math and Reading Test Scores by State 

A. 8
th
 Grade Reading B. 4

th
 Grade Reading 

  

C. 8
th
 Grade Math D. 4

th
 Grade Math 

  
Note: Standard deviations on reading 8

th
 grade test scores (top left) are ordered from largest to smallest. All other figures 

preserve this order. Bounds depict 95% confidence intervals. 
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Figure 2: Change in Test Score Standard Deviation by 

Participating NAEP States 

A. 1990 8
th
 Grade Math Standard Deviations 

 
B. 2009 8

th
 Grade Math Standard Deviations 

 
C. Difference (2009-1990) in Standard Deviations 

 
Note: Standard deviations on 1990 math 8th grade test scores (top) are ordered 

from largest to smallest. All other figures preserve this order. Bounds depict 95% 

confidence intervals. SDs for 37 states that participated in 1990 and 2009 tests are 

shown. Horizontal line in bottom figure indicates mean difference. 
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Figure 3: Standard Deviation by Country in the PISA 

A. PISA Reading Standard Deviations 

 
B. PISA Math Standard Deviations 

 
Note: Standard deviations on 2009 PISA reading test scores (top) are ordered from 

largest to smallest. The standard deviations for math scores preserve this order. 

Bounds depict 95% confidence intervals. SDs for 73 countries that participated in 

2009 tests are shown. 
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Appendix Table A1. Test Score Standard Deviations by State in the NAEP 

 Reading  Math 

 8th Grade 
 

4th Grade  8th Grade 
 

4th Grade 

 SD 95% C.I. 
 

SD 95% C.I.  SD 95% C.I. 
 

SD 95% C.I. 

Alabama 33.1 (32.2, 34.0) 
 

33.8 (32.9, 34.7)  35.7 (34.8, 36.7) 
 

28.3 (27.5, 29.1) 

Alaska 30.5 (29.7, 31.4) 
 

36.6 (35.6, 37.5)  32.2 (31.3, 33.1) 
 

28.8 (28.0, 29.6) 

Arizona 34.7 (33.8, 35.6) 
 

38.0 (37.1, 39.0)  37.0 (36.0, 37.9) 
 

29.5 (28.7, 30.2) 

Arkansas 33.7 (32.8, 34.6) 
 

34.7 (33.9, 35.6)  34.9 (34.0, 35.9) 
 

27.5 (26.8, 28.3) 

California 35.4 (34.8, 35.9) 
 

36.0 (35.4, 36.5)  36.5 (35.9, 37.1) 
 

30.4 (29.9, 30.9) 

Colorado 30.2 (29.4, 31.0) 
 

34.5 (33.6, 35.4)  35.6 (34.7, 36.6) 
 

28.5 (27.7, 29.2) 

Connecticut 32.1 (31.3, 33.0) 
 

32.5 (31.7, 33.4)  34.9 (34.0, 35.8) 
 

27.3 (26.6, 28.1) 

Delaware 27.7 (27.0, 28.4) 
 

27.6 (26.9, 28.4)  30.8 (30.0, 31.6) 
 

24.8 (24.1, 25.4) 

Florida 31.2 (30.5, 31.8) 
 

29.5 (28.9, 30.1)  33.1 (32.4, 33.8) 
 

24.9 (24.5, 25.5) 

Georgia 31.1 (30.4, 31.9) 
 

33.3 (32.6, 34.0)  33.1 (32.4, 33.9) 
 

28.1 (27.5, 28.8) 

Hawaii 31.7 (30.9, 32.6) 
 

38.3 (37.4, 39.3)  35.6 (34.7, 36.6) 
 

31.2 (30.4, 32.0) 

Idaho 30.3 (29.6, 31.1) 
 

31.7 (30.9, 32.5)  33.0 (32.2, 33.9) 
 

24.8 (24.2, 25.5) 

Illinois 31.9 (31.2, 32.6) 
 

36.5 (35.8, 37.3)  34.7 (34.0, 35.5) 
 

29.8 (29.2, 30.5) 

Indiana 28.5 (27.7, 29.3) 
 

31.4 (30.6, 32.2)  30.6 (29.8, 31.5) 
 

24.5 (23.9, 25.2) 

Iowa 29.8 (29.0, 30.6) 
 

33.3 (32.4, 34.1)  32.6 (31.8, 33.5) 
 

24.1 (23.5, 24.8) 

Kansas 28.0 (27.2, 28.7) 
 

30.5 (29.8, 31.3)  32.2 (31.4, 33.1) 
 

24.4 (23.8, 25.1) 

Kentucky 29.7 (29.0, 30.4) 
 

30.3 (29.7, 31.0)  32.3 (31.5, 33.0) 
 

27.4 (26.8, 28.1) 

Louisiana 31.5 (30.7, 32.4) 
 

31.4 (30.7, 32.2)  31.7 (30.9, 32.6) 
 

24.7 (24.1, 25.4) 

Maine 29.1 (28.3, 29.9) 
 

30.6 (29.8, 31.4)  31.7 (30.9, 32.6) 
 

25.5 (24.8, 26.2) 

Maryland 32.4 (31.6, 33.2) 
 

32.5 (31.8, 33.3)  37.2 (36.3, 38.2) 
 

27.7 (27.0, 28.3) 

Massachusetts 31.7 (31.0, 32.4) 
 

30.4 (29.7, 31.1)  36.0 (35.2, 36.9) 
 

25.7 (25.1, 26.3) 

Michigan 34.9 (34.1, 35.7) 
 

34.2 (33.4, 35.0)  39.5 (38.6, 40.4) 
 

31.6 (30.9, 32.4) 

Minnesota 29.3 (28.6, 30.1) 
 

34.8 (34.0, 35.6)  33.3 (32.5, 34.2) 
 

27.0 (26.4, 27.7) 

Mississippi 31.9 (31.1, 32.8) 
 

31.8 (31.0, 32.6)  30.9 (30.1, 31.8) 
 

25.9 (25.3, 26.6) 

Missouri 29.5 (28.7, 30.3) 
 

32.2 (31.4, 33.0)  31.5 (30.7, 32.4) 
 

27.4 (26.7, 28.1) 

Montana 26.9 (26.2, 27.7) 
 

28.5 (27.8, 29.3)  33.3 (32.4, 34.2) 
 

23.7 (23.0, 24.3) 

Nebraska 29.4 (28.6, 30.2) 
 

32.8 (32.0, 33.6)  33.8 (32.9, 34.7) 
 

26.1 (25.4, 26.8) 

Nevada 33.4 (32.6, 34.3) 
 

35.5 (34.7, 36.4)  33.7 (32.9, 34.6) 
 

26.0 (25.3, 26.6) 

New Hampshire 29.5 (28.7, 30.3) 
 

29.0 (28.3, 29.8)  31.9 (31.0, 32.8) 
 

24.3 (23.7, 24.9) 

New Jersey 29.1 (28.4, 29.9) 
 

28.9 (28.1, 29.6)  36.5 (35.6, 37.5) 
 

26.3 (25.7, 27.0) 

New Mexico 32.1 (31.2, 33.0) 
 

34.3 (33.5, 35.2)  33.2 (32.3, 34.1) 
 

27.4 (26.7, 28.2) 

New York 33.4 (32.6, 34.1) 
 

32.2 (31.5, 32.9)  36.5 (35.7, 37.4) 
 

26.8 (26.2, 27.4) 

North Carolina 34.2 (33.5, 35.0) 
 

34.6 (33.9, 35.3)  36.2 (35.5, 37.0) 
 

26.8 (26.3, 27.4) 

North Dakota 25.4 (24.7, 26.2) 
 

25.8 (25.1, 26.6)  27.5 (26.7, 28.4) 
 

21.8 (21.1, 22.5) 

Ohio 31.6 (30.9, 32.4) 
 

33.2 (32.4, 34.0)  34.1 (33.3, 34.9) 
 

29.6 (28.9, 30.3) 

Oklahoma 29.8 (29.0, 30.6) 
 

31.4 (30.6, 32.2)  31.0 (30.2, 31.9) 
 

23.8 (23.2, 24.5) 

Oregon 31.2 (30.4, 32.0) 
 

35.1 (34.2, 36.0)  34.4 (33.5, 35.3) 
 

27.3 (26.6, 28.0) 

Pennsylvania 32.4 (31.7, 33.2) 
 

36.3 (35.6, 37.2)  36.1 (35.3, 37.0) 
 

29.0 (28.4, 29.7) 

Rhode Island 32.1 (31.3, 33.0) 
 

34.7 (33.7, 35.6)  33.9 (33.0, 34.8) 
 

28.3 (27.5, 29.1) 

South Carolina 31.9 (31.1, 32.8) 
 

33.5 (32.7, 34.4)  33.6 (32.7, 34.5) 
 

28.3 (27.5, 29.0) 
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South Dakota 26.1 (25.4, 26.8) 
 

30.8 (30.0, 31.6)  29.2 (28.5, 30.0) 
 

24.7 (24.1, 25.4) 

Tennessee 30.4 (29.7, 31.3) 
 

32.7 (31.9, 33.6)  33.4 (32.5, 34.2) 
 

26.4 (25.8, 27.1) 

Texas 31.8 (31.3, 32.4) 
 

30.8 (30.2, 31.3)  33.3 (32.7, 33.9) 
 

24.5 (24.0, 24.9) 

Utah 30.1 (29.4, 30.9) 
 

32.5 (31.7, 33.2)  33.3 (32.5, 34.2) 
 

28.4 (27.7, 29.1) 

Vermont 28.6 (27.9, 29.3) 
 

32.6 (31.7, 33.4)  33.2 (32.3, 34.1) 
 

25.7 (25.0, 26.4) 

Virginia 29.4 (28.7, 30.2) 
 

30.7 (29.9, 31.5)  32.6 (31.8, 33.5) 
 

26.1 (25.5, 26.8) 

Washington 33.0 (32.2, 33.9) 
 

34.8 (34.0, 35.6)  34.3 (33.5, 35.3) 
 

27.9 (27.3, 28.6) 

West Virginia 32.5 (31.7, 33.4) 
 

32.9 (32.0, 33.7)  31.4 (30.6, 32.2) 
 

24.4 (23.8, 25.1) 

Wisconsin 32.4 (31.6, 33.2) 
 

35.4 (34.6, 36.2)  35.5 (34.7, 36.4) 
 

29.1 (28.4, 29.8) 

Wyoming 26.0 (25.2, 26.9) 
 

28.2 (27.4, 29.0)  30.4 (29.5, 31.4) 
 

22.9 (22.2, 23.6) 

Notes. We present the math and reading test score standard deviation for each state in the 2009 NAEP. States are presented in alphabetical order.  
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Appendix Table A2. Change in Test Score Standard Deviation by 

Participating NAEP States 

 1990 S.D. 2000 S.D. 2009 S.D. 2009 

minus 

1990  

Alabama 30.3 35.5 35.7 5.4 

Arizona 29.7 33.8 37.0 7.2 

Arkansas 28.5 33.6 34.9 6.4 

California 32.9 37.2 36.5 3.5 

Colorado 28.5 -- 35.6 7.2 

Connecticut 32.2 33.4 34.9 2.7 

Delaware 31.8 -- 30.8 -1.0 

D.C. 27.1 36.1 35.8 8.6 

Florida 32.0 -- 33.1 1.1 

Georgia 32.6 34.1 33.1 0.5 

Hawaii 35.1 33.4 35.6 0.5 

Idaho 25.3 29.6 33.0 7.7 

Illinois 32.7 32.6 34.7 2.0 

Indiana 28.6 29.5 30.6 2.0 

Iowa 25.9 -- 32.6 6.8 

Kentucky 28.2 31.6 32.3 4.0 

Louisiana 28.8 31.2 31.7 2.9 

Maryland 34.4 36.8 37.2 2.8 

Michigan 30.0 33.0 39.5 9.5 

Minnesota 28.3 29.7 33.3 5.0 

Montana 25.3 29.3 33.3 8.0 

Nebraska 27.3 31.7 33.8 6.4 

New Hampshire 26.8 -- 31.9 5.0 

New Jersey 32.1 -- 36.5 4.4 

New Mexico 28.3 32.3 33.2 4.9 

New York 33.0 32.6 36.5 3.5 

North Carolina 31.2 32.9 36.2 5.0 

North Dakota 25.4 27.5 27.5 2.2 

Ohio 28.9 30.4 34.1 5.2 

Oklahoma 27.2 28.8 31.0 3.8 

Oregon 28.8 32.9 34.4 5.5 

Pennsylvania 30.2 -- 36.1 5.9 

Rhode Island 33.0 33.8 33.9 0.8 

Texas 31.0 31.6 33.3 2.3 

Virginia 33.3 32.7 32.6 -0.6 

West Virginia 27.6 29.4 31.4 3.8 

Wisconsin 28.4 29.4 35.5 7.1 

Wyoming 25.2 30.0 30.4 5.2 

Average 29.6 32.1 33.9 4.3 
 

Notes. Table refers to 1990, 2000, and 2009 mathematics assessments for 8th grade students.  
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Appendix Table A3. Test Score Standard Deviations by Country in the PISA 

Country 

Math 

SD 

Math 95% 

C.I. 

Reading 

SD 

Reading 95% 

C.I.  Country 

Math 

SD 

Math 95% 

C.I. 

Reading 

SD 

Reading 95% 

C.I. 

Albania 89.5 (87.7, 91.4) 97.7 (95.8, 99.8)  Lithuania 87.8 (86, 89.6) 86.0 (84.3, 87.8) 

Argentina 90.2 (88.5, 92.1) 103.7 (101.7, 105.8)  Luxembourg 97.9 (95.9, 99.9) 103.6 (101.5, 105.7) 

Australia 94.4 (93.3, 95.5) 100.9 (99.7, 102.1)  Macao-China 85.3 (83.8, 86.9) 76.2 (74.8, 77.6) 

Austria 92.6 (91.1, 94.2) 97.9 (96.3, 99.6)  Malaysia 74.8 (73.4, 76.3) 81.8 (80.3, 83.5) 

Azerbaijan 65.8 (64.5, 67.1) 78.3 (76.7, 79.9)  Malta 103.2 (100.8, 105.7) 116.6 (113.9, 119.4) 

Belgium 103.6 (102, 105.2) 101.0 (99.5, 102.5)  Mauritius 91.2 (89.4, 93.1) 100.5 (98.5, 102.6) 

Brazil 77.4 (76.7, 78.2) 88.7 (87.9, 89.6)  Mexico 75.1 (74.6, 75.7) 78.8 (78.3, 79.4) 

Bulgaria 100.5 (98.5, 102.6) 115.9 (113.5, 118.3)  Miranda-Venezuela 83.2 (81.2, 85.4) 97.4 (94.9, 100) 

Canada 87.5 (86.7, 88.3) 93.6 (92.7, 94.4)  Montenegro 82.8 (81.2, 84.5) 93.0 (91.1, 94.9) 

Chile 80.5 (79.1, 82) 82.5 (81, 84.1)  Netherlands 87.4 (85.7, 89.2) 86.0 (84.3, 87.8) 

Chinese Taipei 104.6 (102.7, 106.5) 86.3 (84.8, 87.9)  New Zealand 96.4 (94.5, 98.4) 101.7 (99.7, 103.8) 

Colombia 76.6 (75.4, 77.8) 86.4 (85.1, 87.7)  Norway 85.4 (83.7, 87.1) 91.3 (89.5, 93.2) 

Costa Rica 69.5 (68.1, 70.9) 76.5 (75, 78.1)  Panama 82.5 (80.8, 84.4) 96.7 (94.6, 98.9) 

Croatia 88.3 (86.6, 90) 88.0 (86.3, 89.7)  Peru 88.0 (86.4, 89.6) 95.1 (93.4, 96.8) 

Czech Republic 99.7 (98, 101.5) 97.5 (95.8, 99.3)  Poland 88.2 (86.5, 90) 88.5 (86.8, 90.3) 

Denmark 90.8 (89.2, 92.4) 86.9 (85.3, 88.5)  Portugal 90.6 (89.1, 92.2) 86.3 (84.8, 87.8) 

Estonia 80.1 (78.5, 81.7) 81.9 (80.3, 83.6)  Qatar 96.7 (95.3, 98.2) 114.6 (112.9, 116.3) 

Finland 81.8 (80.3, 83.3) 86.8 (85.2, 88.4)  Republic of Moldova 85.4 (83.8, 87.1) 89.6 (87.9, 91.3) 

France 100.7 (98.7, 102.9) 105.3 (103.1, 107.5)  Romania 78.4 (76.9, 80) 90.5 (88.7, 92.4) 

Georgia 85.8 (84.1, 87.6) 97.6 (95.7, 99.7)  Russian Federation 85.9 (84.3, 87.6) 89.3 (87.7, 91.1) 

Germany 98.5 (96.6, 100.5) 95.6 (93.8, 97.6)  Serbia 89.6 (87.9, 91.3) 82.8 (81.3, 84.3) 

Greece 87.7 (86.1, 89.5) 92.6 (90.8, 94.5)  Shanghai-China 102.7 (100.8, 104.8) 80.1 (78.5, 81.6) 

Hong Kong-China 95.0 (93.1, 96.9) 83.1 (81.4, 84.7)  Singapore 104.6 (102.6, 106.6) 97.6 (95.8, 99.5) 

Hungary 89.0 (87.2, 90.8) 86.9 (85.2, 88.7)  Slovak Republic 95.7 (93.8, 97.7) 89.1 (87.3, 91) 

Iceland 90.2 (88.1, 92.3) 95.7 (93.5, 97.9)  Slovenia 94.4 (92.7, 96.1) 92.4 (90.8, 94) 

India (2009 States) 66.8 (65.5, 68.2) 76.0 (74.5, 77.5)  Spain 93.3 (92.5, 94.1) 89.4 (88.6, 90.1) 

Indonesia 70.5 (69.2, 71.9) 66.0 (64.8, 67.3)  Sweden 93.8 (91.9, 95.7) 98.4 (96.4, 100.5) 

Ireland 86.3 (84.4, 88.2) 95.4 (93.4, 97.6)  Switzerland 97.1 (95.9, 98.4) 90.8 (89.6, 91.9) 

Israel 104.5 (102.7, 106.5) 110.6 (108.6, 112.7)  Thailand 84.9 (83.4, 86.4) 75.7 (74.4, 77.1) 

Italy 89.8 (89.1, 90.5) 92.4 (91.7, 93.1)  Trinidad and Tobago 99.1 (97.1, 101.1) 114.8 (112.6, 117.2) 

Japan 93.3 (91.7, 95) 98.3 (96.5, 100)  Tunisia 77.6 (76.1, 79.2) 85.3 (83.7, 87) 

Jordan 82.8 (81.4, 84.3) 89.6 (88, 91.1)  Turkey 92.0 (90.2, 93.8) 80.2 (78.6, 81.8) 

Kazakhstan 84.7 (83.2, 86.4) 91.6 (89.9, 93.3)  United Arab Emirates 94.5 (93.2, 95.7) 103.0 (101.6, 104.4) 

Korea 86.6 (85, 88.4) 77.2 (75.7, 78.7)  United Kingdom 87.6 (86.5, 88.7) 95.0 (93.8, 96.2) 

Kyrgyzstan 81.5 (80, 83.2) 100.0 (98.1, 102)  United States 89.4 (87.7, 91.1) 95.6 (93.8, 97.5) 

Latvia 78.8 (77.2, 80.5) 79.3 (77.7, 80.9)  Uruguay 91.2 (89.6, 92.9) 98.5 (96.8, 100.3) 

Liechtenstein 86.9 (80.8, 94.1) 81.4 (75.6, 88.2)       

 

Notes. We present the math and reading test score standard deviation for each of the 73 countries in the 2009 PISA.  
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Appendix Table A4. Test Score Standard Deviations by Urban District in the NAEP 

 Reading  Math 

 8th Grade 
 

4th Grade  8th Grade 
 

4th Grade 

 SD 95% C.I. 
 

SD 95% C.I.  SD 95% C.I. 
 

SD 95% C.I. 

Atlanta 30.63 (29.28, 32.11) 
 

34.36 (33.07, 35.76)  30.12 (28.79, 31.58) 
 

28.86 (27.75, 30.06) 

Austin 32.84 (31.63, 34.15) 
 

33.18 (31.98, 34.47)  35.53 (34.23, 36.93) 
 

26.05 (25.15, 27.02) 

Baltimore 27.74 (26.49, 29.12) 
 

27.88 (26.78, 29.07)  29.34 (28.03, 30.79) 
 

22.41 (21.52, 23.37) 

Boston 30.54 (29.28, 31.92) 
 

29.02 (27.89, 30.24)  37 (35.49, 38.64) 
 

24.65 (23.67, 25.71) 

Charlotte-Mecklenburg 32.34 (31.17, 33.6) 
 

33.25 (32.17, 34.41)  34.24 (32.99, 35.58) 
 

27.01 (26.09, 28) 

Chicago 30.93 (29.97, 31.96) 
 

34.91 (33.88, 36.01)  32.7 (31.68, 33.79) 
 

27.98 (27.12, 28.89) 

Cleveland 29.41 (28.09, 30.86) 
 

29.29 (28.01, 30.7)  28.76 (27.5, 30.14) 
 

25.74 (24.6, 26.99) 

D.C. 33.9 (32.8, 35.1) 
 

36.1 (34.9, 37.3)  35.8 (34.6, 37.0) 
 

30.8 (29.8, 31.8) 

Detroit 32.15 (30.77, 33.66) 
 

29.23 (27.96, 30.62)  30.67 (29.38, 32.08) 
 

24.87 (23.75, 26.1) 

Fresno 33.18 (31.97, 34.49) 
 

32.68 (31.54, 33.91)  35.75 (34.44, 37.17) 
 

26.41 (25.46, 27.43) 

Houston 31.68 (30.69, 32.73) 
 

29.18 (28.3, 30.12)  32.15 (31.16, 33.2) 
 

23.19 (22.52, 23.9) 

Jefferson County 31.73 (30.58, 32.98) 
 

32.39 (31.26,33.6)  34.97 (33.73, 36.31) 
 

29.84 (28.78, 30.98) 

Los Angeles 34.74 (33.7, 35.85) 
 

33.94 (33, 34.94)  33.89 (32.87, 34.97) 
 

29.35 (28.5, 30.25) 

Miami-Dade 31.9 (30.92, 32.94) 
 

30.5 (29.64, 31.41)  32.64 (31.66, 33.69) 
 

25.07 (24.35, 25.84) 

Milwaukee 32.6 (31.17, 34.17) 
 

34.19 (32.95, 35.53)  29.82 (28.55, 31.21) 
 

26.85 (25.85, 27.94) 

New York City 33.34 (32.35, 34.39) 
 

33.19 (32.26, 34.18)  38.02 (36.9, 39.21) 
 

27.85 (27.05, 28.69) 

Philadelphia 31.49 (30.27, 32.81) 
 

34.41 (33.15, 35.77)  34.22 (32.9, 35.65) 
 

26.83 (25.82, 27.92) 

San Diego 34.94 (33.52, 36.49) 
 

38 (36.65, 39.45)  35 (33.55, 36.58) 
 

30.86 (29.72, 32.09) 

 

Notes. We present the math and reading test score standard deviation for each of the Trial Urban Districts participating in the math and reading 

tests for the 2009 NAEP. Cities are ordered alphabetically. 

 


